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SECTION 
Executive Summary
SciFactory is building the infrastructure layer of global science.  The preparation engine that converts raw research data into analysis-ready datasets — priced at near-zero to maximize adoption — creates a global common of consistently structured research data as a byproduct of normal lab operations. That commons enables a premium analysis layer that is impossible without the infrastructure foundation. The E2E platform that governs all four stages of the research data chain industrializes the scientific method itself.

1. Research data moves through four stages: Production, Preparation, Analysis, and Curation. Three of these have been partially or fully transformed by technology. One — Preparation — still depends on research assistants with spreadsheets. It is the only stage that has not changed in thirty years.
1. The global market exceeds 50,000 research institutions. Everyone has the same problem. The underlying data formats are internationally standardized. A single platform solves the problem everywhere.
1. The business model has two layers: infrastructure priced near-zero for maximum adoption, and a premium analysis layer enabled by the global data commons the infrastructure creates.
1. A proof of concept at Sunnybrook Health Sciences Centre compressed a 5-month manual data preparation task to under 3 weeks on a 500-patient MRI study. This is representative, not exceptional.
1. The immediate funding ask transitions from manual service delivery to full-time platform development — learning every edge case manually, then systematically automating the methodology into a globally scalable product.
1. The longer-term vision is SciFactory: the E2E platform that governs all four stages of the research data chain, making documented, reproducible science the default for every researcher in every institution in the world.
1. The founder retains strategic control through a dual-class share structure. Investors receive economics. The vision is non-negotiable.

SECTION 1
The Problem
Scientific infrastructure has multiplied beyond recognition over the last thirty years. Instruments are more powerful by orders of magnitude. Data storage is essentially free. Computing power costs peanuts when properly managed. The number of credentialed researchers has grown steadily. Global research investment has expanded significantly.
And yet the rate of genuine scientific breakthrough has slowed. The mobile phone — the most transformative consumer technology of our era — is built on physics developed in the 1970s. More money. More researchers. More instruments. Less breakthrough.
One contributing factor has gone almost entirely unexamined. Research data moves through four stages — and the status of each stage tells the story:

	STAGE 1
Data Production
🟡 Scaled — but local
Instruments, sequencers, imagers. Scaled and standardized to some extent, organized to some extent — but all local. Data sourcing is ad hoc. Enormous volume, inconsistent provenance.
	STAGE 2
Data Preparation
🔴 The Manual Middle
Organization, matching, indexing, validation. Still manual, ad hoc, undocumented, unvalidated. The only stage that has not changed in thirty years. The SciFactory core.
	STAGE 3
Data Analysis
🟡 Powerful — but inconsistent
Statistics, ML, computational modeling. Tools are powerful but applied inconsistently and unreproducibly across labs and institutions. Partially modernized.
	STAGE 4
Data Curation
🟡 Beginning — not universal
FAIR principles, DMPs, institutional repositories. Efforts are being made and a road forward exists — but far from universal. A long way to go.



DATA PREPARATION is the only stage that is currently ad hoc, unvalidated, and methodologically invisible. It is the foundation on which everything else rests. And it is built on sand.

Data Production has been industrialized by the sheer number of new data-producing machines, methods, and workflows — but the sources are entirely local and sourcing is ad hoc. Data Analysis has been transformed by machine learning and computational modeling — but tools are applied inconsistently across labs, with minimal documentation of analytical choices. Data Curation has been professionalized through FAIR standards and institutional repositories — efforts are being made and a road forward exists, but universal adoption is a long way off. And critically, curation frameworks assume the data being preserved was correctly prepared in the first place.
Data Preparation — the step that connects every instrument to every analysis and beyond — has not changed in thirty years. It is still done manually, by research assistants, learned on the job, with no documented methodology, no validation layer, and no audit trail. As instruments generate more data and analysis tools require higher-quality input, this bottleneck widens every year.

	30%
Annual growth
in research data generated
	
	17%
Annual decline
in odds of sourcing existing datasets
	
	80%
Data lost
within two decades of collection


Source: American Laboratory, 2014

The CLIR study on data management practices among university researchers found that none of the researchers interviewed had received formal training in data management. Most described learning practices on the job through trial and error, feeling “adrift when establishing protocols.” The tools used: Excel, Word, personal computers, email. This is the state of research data preparation at institutions that collectively receive hundreds of billions in annual funding.
Long-term curation of incorrectly prepared data does not preserve valid science. It preserves well-archived mistakes.

SECTION 2
The Solution
Stage 1 — The Preparation Engine
Automated, standardized data preparation for research labs. Raw data in any format from any instrument — DICOM, FASTQ, FCS, REDCap exports, scanned paper forms — processed into clean, validated, indexed, analysis-ready datasets. Every transformation logged. Every output validated. Every dataset consistently formatted.
Priced near-zero. The goal is frictionless adoption across every research lab in the world. The price point makes the decision trivial — below institutional procurement thresholds, fundable from a single grant line, not worth comparing to alternatives because there are none at this price.
	Sunnybrook Health Sciences Centre pilot, 2025:
500-patient longitudinal MRI study. Approximately 2,000 paper intake forms. Complex longitudinal file structure. Estimated timeline: 5 months. Actual completion using systematic automated processing: 3 weeks. Processing log included. Validation report included. Zero manual errors in the final dataset.
4.5 months of research time recovered from a single engagement.



Stage 2 — The Global Data Commons
Once datasets are consistently prepared, classified, and structured by the preparation engine, they become interoperable. A dataset from Sunnybrook, prepared by the platform, has the same structural format as a dataset from the Max Planck Institute prepared by the same platform. They are immediately comparable, combinable, and analyzable together.
This creates — as a byproduct of running the infrastructure layer — a global commons of consistently prepared, interoperable research data. No single institution could generate this data pool. The platform assembles it automatically at scale.
The analysis layer built on this commons is where transformative value lives: cross-institutional meta-analysis, AI-driven hypothesis generation, pattern recognition across datasets that no single lab could ever collect, licensed access for pharmaceutical and biotech partners.

SECTION 3
The SciFactory Vision — Industrializing the Scientific Method
The Preparation Engine solves Stage 2. That alone is a significant and commercially valuable product. But the full SciFactory vision goes further.
Science today operates like a medieval craft workshop. Knowledge lives in individuals and disappears when they leave. Methods are undocumented. Output quality depends entirely on the PI and team. The occasional breakthrough happens the way a child from a dysfunctional family occasionally becomes remarkable — despite the environment, not because of it.
A modern car assembly plant is more rigorously documented, more reproducible, and more quality-controlled than any research lab in the world. Every bolt is tightened to specification. Every step is logged. Every output is traceable to the materials and processes that produced it. The engineer thinks. The robot works. SciFactory applies this logic to science.
Scientists confuse two categories of work: intellectual work — forming hypotheses, designing experiments, interpreting results — and mechanical work — organizing files, matching records, cleaning data, validating indexes. Intellectual work is irreplaceable. Mechanical work does not require human intelligence and should not consume it. SciFactory is not a threat to scientific thinking. It is the liberation of it.
The Four-Stage E2E Platform
SciFactory governs all four stages of the research data chain through four integrated modules, built sequentially as the business scales:
1. Stage 1 Module — Standardized Data Ingestion: Validated intake interface for any data type. Captures provenance, metadata, processing intent, and responsible parties before preparation begins. The factory floor intake — raw material enters with documented identity.
1. Stage 2 Module — Automated Data Preparation: The Manual Middle. Standardized pipelines. Every transformation logged. Validation at each step. Complete processing record. This is the current product and the proof of concept. The PC4IT Research Data service is Stage 2 in operation.
1. Stage 3 Module — Standardized Analysis Framework: Analytical choices documented and justified. Reproducible by any researcher from the record. Consistency checking between data preparation and analytical approach. Researcher degrees of freedom preserved but made explicit and auditable.
1. Stage 4 Module — Validated Curation: Curation begins only after Stages 1–3 have produced validated outputs. Complete provenance chain packaged as a reproducible bundle. FAIR principles applied to data that was correctly prepared — not just correctly archived.
Beyond Data — The Full Factory Floor
The four-stage data chain is the core of SciFactory — the conveyor belt that moves research data from raw collection through preparation, analysis, and curation. But a factory is more than its production line. A factory manages everything that happens around the production line as well: procurement, staffing, compliance, reporting, quality control, and governance. SciFactory is designed to grow into that fuller vision.
Grant workflow is handled today through a fragmented combination of institutional portals, email, Word documents, and manual tracking. Every granting agency has different requirements, different timelines, different reporting formats. Researchers navigate this alone, reinventing the submission process for every application. SciFactory can standardize and automate the grant workflow — configurable per grantor, trackable per application, with deadline management, document assembly, and compliance checking built in. The same platform that manages the data manages the funding that produced it.
Researcher and student assignment is currently managed informally — conversations, emails, informal agreements about who is working on what, who has access to which data, who is responsible for which deliverable. When team members change, the handoff is manual and lossy. SciFactory can manage the human layer of the research factory — who is assigned to which project, what their role and access level is, what deliverables they are responsible for, and what happens to their work when they leave. The PI bottleneck — the sole point of knowledge transfer and approval — becomes structurally unnecessary when the platform carries the institutional knowledge.
Regulatory requirements, currently tracked manually or not at all, can be embedded directly into the platform workflow. Ethics approvals, data governance requirements, privacy compliance, consent management — each with their own timelines, their own documentation requirements, their own reporting obligations. SciFactory manages these as structured workflows rather than as ad hoc administrative burdens, ensuring that regulatory compliance is a byproduct of doing the work rather than a separate overhead imposed on top of it.
Reporting — to funders, to institutions, to regulatory bodies, to collaborators — is currently produced manually from scattered sources. Progress reports, financial reports, data availability reports, reproducibility statements. SciFactory generates these automatically from the platform record, because everything that needs to be reported is already documented in the system as a byproduct of normal operation.
This is what a real factory looks like. Not just a production line — a complete operational environment where every function that supports the production line is integrated into the same system. Raw materials arrive documented. Work assignments are tracked. Compliance requirements are embedded. Output is validated. Reports are generated automatically. Nothing falls through the cracks because the platform does not have cracks.  Science has never had this. SciFactory is not just the conveyor belt for data. It is the factory floor on which science is conducted — the complete operational infrastructure that frees researchers to do the one thing the platform cannot do for them: think.
Why the Factory Analogy Is Right
The word factory makes some scientists uncomfortable. That discomfort reveals exactly the confusion the platform addresses. Scientists work at the intellectual cutting edge of civilization. They do — intellectually. In practical terms they work in a medieval environment. The factory is not a diminishment of science. It is the aspiration science has not yet achieved.
The institution that builds this platform does not just solve a data problem. It defines what science means in the 21st century — the same way the assembly line defined manufacturing, the double-entry bookkeeping defined finance, and TCP/IP defined communication.
The Global Scope
The methodology problem is universal. Every research institution in the world has the same four-stage chain. Every institution has the same Manual Middle. No institution has addressed it at the infrastructure level. The platform that does so first defines the standard globally.
The regulatory mandate is arriving simultaneously. Canada’s Tri-Agency RDM Policy, the US NIH Data Sharing Policy, EU Open Science mandates — all pushing in the same direction. Policy without platform produces compliance theater. SciFactory is the platform that makes compliance substantive.
Conservative estimates place the total addressable market at 50,000+ institutions globally for the infrastructure layer, and the entire global pharmaceutical and biotechnology industry for the analysis layer. This is the AWS of research data.

SECTION 4
Market Opportunity
The market is global, uniform, and currently unserved by any scalable product. Every research institution in the world has the same preparation problem because the instruments that generate data are internationally standardized — DICOM is DICOM in Tokyo and Toronto, FASTQ is FASTQ at Harvard and Heidelberg. A preparation engine built for one institution works for every institution.

	Segment
	Estimated Institutions
	Data Types

	Universities globally
	~25,000
	All research data types

	Hospital research institutes
	~5,000
	Medical imaging, clinical, genomic

	Government research labs
	~3,000
	All types by national mandate

	Pharmaceutical R&D divisions
	~2,000
	Clinical, genomic, preclinical

	Agricultural & environmental
	~5,000
	Phenotypic, genomic, environmental

	Independent research orgs
	~10,000+
	Varies by domain

	Total addressable market
	50,000+
	Global, uniform problem



At a subscription price of $400 per month per lab — a price low enough that the decision requires no approval — capturing 1% of the global market represents $2.4M ARR. Capturing 10% represents $24M ARR. The analysis layer, licensed to pharmaceutical and biotech partners, represents an additional market an order of magnitude larger.

SECTION 5
Business Model
The business model has two layers. The relationship between them is the strategic core of the company.
Layer 1 — Infrastructure. Priced Near-Zero. Maximum Adoption.
Data preparation as a service. Priced to make adoption frictionless and competition irrational. The goal is not margin per project — it is ubiquity. Once a lab is using the platform, they never leave. The preparation layer becomes invisible, assumed, and permanent.

	Stage
	Price
	Note

	Early stage (manual service)
	$500–800 / project
	Covers time cost. Below procurement threshold.

	Platform stage (semi-automated)
	$200–400 / project
	Automation reduces cost. Price follows.

	Scale stage (fully automated)
	$300–500 / month
	Subscription. Unlimited projects. Per lab.

	Enterprise (institution-wide)
	$2,000–5,000 / month
	All labs at an institution. MSA pricing.



Infrastructure pricing strategy: Amazon Web Services charges near-zero for compute and storage — the infrastructure layer. The ecosystem of applications built on AWS generates the value. SciFactory’s infrastructure pricing follows the same logic: the preparation layer is priced at the minimum viable margin. The data commons it creates generates the value.
Layer 2 — Analysis. Premium Pricing. Transformative Value.
Once the infrastructure layer has prepared, standardized, and classified datasets across hundreds of labs globally, the analysis layer becomes possible at a scale no individual lab can achieve. This is where the real pricing lives.
1. Cross-institutional meta-analysis — identifying patterns across thousands of datasets no single lab generated
1. AI-driven hypothesis generation — finding signals invisible in any single dataset but clear across ten thousand
1. Dataset commons licensing — access to curated, interoperable research datasets licensed to pharmaceutical and biotech companies
1. Research-as-a-service — labs that do nothing but analyze existing prepared data, commissioned by research funders and industry
The infrastructure layer is a sustainable business. The data commons layer is a transformational one.  A pharmaceutical company pays $2–5M for access to 50,000 curated imaging datasets across 200 institutions. They could not assemble that data independently in a decade. We assemble it as a byproduct of running the infrastructure layer.

SECTION 6
Competitive Moat
The competitive strategy is structural, not technological. The moat is built from three reinforcing elements:
1. The Cost Curve, Not the Price
As the platform automates, the cost per project declines. Competitors doing the work manually have a flat cost curve. SciFactory has a declining one. Over time it becomes economically irrational to compete. This is the same dynamic that made AWS unassailable in cloud infrastructure.
2. Data Network Effects
Every dataset prepared by the platform makes the global commons more valuable. The first 100 institutions create value. The first 1,000 create an irreplaceable asset. The first 10,000 create a monopoly on cross-institutional research infrastructure. The data network effect is the deepest moat in technology.
3. Switching Cost Is Total
A lab that prepares its data through SciFactory has its entire research history in a consistent, documented format. Switching to another platform means abandoning that history. No lab will do that. The switching cost is not contractual. It is existential.

SECTION 7
Build Strategy — Manual First, Platform Second
The platform will not be built by writing software first. It will be built by doing the work manually first — one engagement at a time — learning every domain-specific edge case, every data format quirk, every institutional workflow variation. Then systematically automating the methodology into software.
This is the correct sequence. Premature automation produces a platform that handles the cases you thought of. Manual-first automation produces a platform that handles the cases you discovered. Research data is too varied and too domain-specific for the former approach to work.
The Sunnybrook engagement is the proof of this model. It was done manually. Every edge case was encountered and solved. The solution is now automatable with complete confidence because every edge case is known.
1. Phase 1 (now — 12 months): Manual service delivery across diverse research environments. Medical imaging, genomics, clinical trials, preclinical studies. Build domain knowledge. Build client relationships. Build the case studies that make the platform sale credible.
1. Phase 2 (12 — 24 months): Semi-automated platform. Core automation for the most common data types and workflows. Manual handling for edge cases. Subscription pricing begins. Revenue funds platform development.
1. Phase 3 (24 — 48 months): Fully automated platform. All major data types handled automatically. Manual service reserved for novel data types. Enterprise pricing. Global expansion begins.
1. Phase 4 (48 months+): Data commons layer operational. Analysis services launch. Pharmaceutical and biotech licensing. SciFactory E2E platform governing all four stages of the research data chain.

SECTION 8
Traction & Validation
Sunnybrook Health Sciences Centre — Stage 2 Proof of Concept
A neurosurgery research lab required organization of approximately 2,000 paper intake forms into a validated longitudinal index for a 500-patient MRI study. Estimated manual timeline: 5 months. Actual completion using systematic automated processing: under 3 weeks. Processing log delivered. Validation report delivered. Zero manual errors.
This is the Stage 2 module in operation. It is representative of the preparation bottleneck at every research institution in the world. The time difference is not exceptional. It is what happens when the problem is approached as an engineering problem rather than a manual task.
Market Validation
1. The CLIR study documents the preparation problem across university research environments globally — no formal training, ad hoc methods, tools from the 1990s
1. The Tri-Agency RDM Policy, NIH Data Sharing Policy, and EU Open Science mandates create regulatory pull for exactly the solution SciFactory provides
1. The reproducibility crisis — 30–60% replication failure rates across major disciplines — is documented, acknowledged, and largely unaddressed at the infrastructure level
1. The global research data market exceeds $50B annually in data management costs alone — the vast majority spent on manual preparation that SciFactory automates

SECTION 9
Funding Ask
The current phase of SciFactory is manual service delivery — the learning phase that precedes platform development. The funding ask transitions from part-time founder attention to full-time platform development. The manual phase is not a limitation — it is the learning phase. Every engagement teaches the domain-specific edge cases that the automated platform must handle. Rushing to software before the methodology is fully developed produces a platform that does not work.
Immediate Need — Phase 1 Funding
$150,000 – $300,000 CAD to fund 12 months of full-time development. Use of funds:
1. Founder salary replacement — enabling full-time focus on client delivery and methodology development
1. Project delivery costs — scanning equipment, cloud infrastructure, processing tools
1. Business development — institutional outreach, TTO engagement, conference attendance
1. Legal — MSA development, IP protection, corporate structure
1. Content and thought leadership — white paper distribution, publication submissions, SciFactory brand development
Funding Sources Being Pursued

	1
	NRC IRAP — Industrial Research Assistance Program. Non-dilutive salary funding for innovative technology development. Direct application underway. Estimated $50,000–$150,000.

	2
	Ontario Centre of Innovation. Provincial funding for technology commercialization. Applicable once Phase 1 traction established.

	3
	SR&ED Tax Credits. Federal R&D tax credits on qualifying development expenditures. Recoverable annually.

	4
	Angel / Pre-Seed Investment. Strategic angels with research, healthcare, or platform business backgrounds. $150,000–$300,000 CAD for 10–20% equity.

	5
	NSERC / CIHR Proof of Concept Grants. Research infrastructure funding for the SciFactory E2E platform development. Applicable at Phase 2 with traction established.



SECTION 10
Governance & Control
The founder is willing to give up economic ownership in exchange for capital. The founder is not willing to give up strategic control. This is not a negotiating position — it is a structural requirement for the success of the company. The vision is the asset. Without the vision, the project fails.
This structure is standard and well-precedented. Google, Facebook, Lyft, Snap, and most major technology companies were built with dual-class share structures that protect founder control while distributing economic ownership to investors.

	1
	Class A Shares (Founder): 10 votes per share. Held by Russ Profant. Retains majority voting control regardless of economic dilution.

	2
	Class B Shares (Investors): 1 vote per share. Economic participation without strategic control.

	3
	Founder Veto Rights: Strategic direction, pricing philosophy, core product decisions, mission-critical partnerships require founder approval.

	4
	Board Composition: Founder seat permanent. Investors receive observer rights or 1 board seat at Series A. Independent director appointed by mutual agreement.

	5
	Mission Lock: Core mission — affordable global research data infrastructure — embedded in articles of incorporation as a stated purpose.



The founder takes capital for the economics. The founder retains the vision for the outcome.  Investors who understand platform businesses will recognize this as the correct structure for a mission-driven company with global ambitions.

SECTION 11
The Vision — SciFactory
Science has a productivity problem.  More instruments. More researchers. More data. Less breakthrough.  We are solving one part of that problem — the part that is tractable today. And building the platform that makes the rest of it possible.

The long-term vision is not a data processing service. It is not even a global data commons. It is SciFactory — the E2E platform that industrializes the scientific method itself.
Science today operates like a medieval craft workshop. The master craftsman — the PI — holds all the knowledge. The apprentices — graduate students and RAs — learn by watching and doing. Methods are passed down person to person, imperfectly, incompletely, and irreproducibly. When the master leaves, the knowledge leaves with them. Success is occasional, accidental, and structural — like a child who succeeds despite a dysfunctional family, not because of a functional one.
A modern car assembly plant is more rigorously documented, more reproducible, and more quality-controlled than any research lab in the world. The engineer thinks. The robot tightens the bolts — consistently, accurately, with a complete log of every bolt tightened. The result is a better car than either could produce alone.
SciFactory is the assembly plant for science. Not a threat to scientific thinking. The liberation of it.
What a World With SciFactory Looks Like
1. Labs spending their time on science, not data organization
1. Cross-institutional studies that would previously require decades of individual lab work assembled in weeks from the global commons
1. AI-driven analysis finding patterns across millions of consistently prepared datasets that no human analyst could examine individually
1. Entire research labs whose function is pure analysis of existing prepared data — not collection, not preparation, not administration
1. The reproducibility crisis resolved — not by better intentions but by better infrastructure
1. The exponential expansion of science that becomes possible when the infrastructure layer works


The Precedent
This is Salesforce for research data. Salesforce did not invent CRM — companies were managing customer relationships before Salesforce. Salesforce took a problem everyone was solving manually and replaced it with shared, scalable, standardized infrastructure. The ecosystem that grew on top of that infrastructure was worth more than the infrastructure itself.
SciFactory is doing the same for research data. The preparation engine is the infrastructure. The global data commons is the ecosystem. The analysis layer is the value. The four-stage E2E platform is the mission. The mission is the science.
We industrialized manufacturing. We industrialized communication. We industrialized finance. We have not industrialized science — and the cost of that failure, measured in irreproducible findings, wasted funding, and lost knowledge, is incalculable. The technology to fix it exists today. The platform is being built.
The founder does not want to become a billionaire. The founder wants to solve a global problem globally.  The right investor understands the difference — and knows that founders who say this are the ones most likely to build something that lasts.

Contact

	Russ Profant
Founder, SciFactory
Principal, PC4IT 
Mississauga, Ontario, Canada
	Get in touch
russ@pc4it.com
416.623.9031
scifactory.com
pc4it.com/research-data
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